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Abstract

The creation and maintenance of a domain model is a well
recognised bottleneck in the use of automated planning; in-
deed, ensuring a planning engine is fed with an accurate
model of an application is essential in order that generated
plans are effective. Engineering domain models using a hy-
brid representation is particularly challenging as it requires
accurately describing continuous processes, which can have
complex numeric effects. Existing approaches can exploit ob-
servation data in order to automatically refine process mod-
els, reducing the knowledge engineering effort in producing
a detailed process model. However, the usefulness of the re-
sulting model depends on the completeness of the presented
data. In particular, datasets are often gathered using default
or hand crafted strategies, which can be different from plans
generated by planning systems. In this work we consider the
data collection problem. We first consider two methods of
identifying existing sparse areas in the data. We then con-
sider how plans can be generated that are tailored towards
gathering data in these areas. Observations made during the
execution of these plans can then be used to supplement the
dataset, leading to more accurate and complete domain mod-
els as more observations are added. In this paper we present
the problem and outline our intended solution.

Introduction
Consider applications involving both plan generation and
plan execution, where in execution mode sensors are avail-
able that can supply the current state of the system. State
information may be obtained from the interpretation of a
stream of such sensor information from the environment, or
be supplied by virtual sensors from a simulator which repre-
sents the real environment (Clement et al. 2011). This sensor
feedback is often required in planning and execution so that
the planner can monitor a generated plan’s execution, and
check it is having the expected effect, with the possibility of
re-planning if actual and expected diverge. These observa-
tions can also be used to refine the domain model, e.g., using
the REPROCESS system (Lindsay et al. 2020). However, ex-
isting execution sequences will typically fail to represent the
complete set of interesting plans and as such, the resulting
processes may be poorly specified for certain areas of the
state space.

In an urban traffic management (UTM) scenario, the prob-
lem involves controlling the traffic lights in order to manage

the flow of traffic around a road network. In the model de-
scribed in (Vallati et al. 2016), the number of vehicles on a
road is modelled by a function occupancy and the num-
ber of seconds that a light has been green is modelled with
a function greentime. A simple scenario involving two
roads and a traffic light might have a state:

sUTM =[occupancy(road1) = 10,

occupancy(road2) = 4,

greentime(light1) = 15]

We observe that the rate that vehicles flow between the two
roads may depend on state features, such as the occupan-
cies of the roads (e.g., is there space for more vehicles) and
elapsed greentime (e.g., there might be a warm up period
after the light turned green). Moreover, the collected obser-
vations might be drawn from a small set of existing con-
trol strategies, with limited variation (e.g., no examples with
greentime over 60s). As such there are likely large areas of
the space left unexplored.

In this work we will analyse the dataset and identify ar-
eas of sparsity. Specifically, we identify a set of candidate
datapoints, which are described as partial states in the plan-
ning model (e.g., sUTM , presented above, could be an ex-
ample of a candidate datapoint). In this paper we propose
two alternative approaches for identifying candidate data-
points. The first approach analyses the dataset directly and
identifies a region of the state space, which surrounds the
area of the state space represented in the data. This region
is used to identify sparse areas and select candidates for fu-
ture data collection. The second method uses observations of
the refined planning model in order to identify whether the
dataset supports the process activations that are occurring
during planning in practice. Our intention is to construct a
series of planning problems that chain together a sequence
of these candidate datapoints so that the plans will lead to
these sparse areas in the search space. Subsequent execution
of these plans will then lead to new data that can be used to
further refine the planning model.

This paper first presents the problem, then overviews our
proposed approaches for first identifying sparse areas in the
data and then creating plans to collect data in these areas.
We subsequently present related work and conclude.



Figure 1: The data collection loop: first identify sparse areas
in the data, then generate plans through these areas; and fi-
nally simulate the plans to collect new data.

Figure 2: An example Voronoi diagram with a rectangular
bounding box. The data points are indicated in blue and the
graphs nodes are at the intersects of lines (in orange) or at
the edge of the bounding box.

Problem Specification
In the introduction we described our scenario, which in-
cludes planning and execution, with access to execution
mode sensors. We follow the motivation in (Lindsay et al.
2020) and assume that we are aiming to refine an existing
PDDL+ (Fox and Long 2002) planning model. We assume
that the processes can be adequately explained using fea-
tures derived from the state (i.e., expressions including the
functions and predicates in the domain). For example, the
flowrate process in UTM might be described using the oc-
cupancy and greentime functions.

The problem that we explore in this work is the problem
of data collection for refining the domain model in these
scenarios. Figure 1 identifies the three main components,
indicating how we aim to tackle this problem. First we in-
tend to identify a set of sparse areas in the data, represented
by candidate datapoints. Secondly, we will generate a set of
planning problems with goals of exploring these sparse ar-
eas, and generate plans for the problems. Finally, these plans
will be executed, and the observations made during these
executions will form new datapoints, leading to an iterative
refinement process.

The intention is that the data collection will form a sub-
component within a system for learning or refining a plan-
ning model, such as (Lindsay et al. 2020; Reba et al. 2020).
The approach in (Lindsay et al. 2020) uses observation data
and learns a decision tree for each process. Each of these

Figure 3: An example search space.

models captures the relationship between the state functions
and propositions and the effects of continuous processes.
The approach was used to refine a planning model for the
UTM domain, which uses continuous processes to model
the flow of traffic, resulting in a more accurate representa-
tion of occupancy of the network over time, as well as plans
that are more effective during execution. A particular advan-
tage of their approach is that it removes the knowledge en-
gineering effort in producing and maintaining very detailed
hand-crafted process models. The approach described here
is intended to address its limitations and extend its applica-
bility.

Identifying Data Sparsity in the State Space
In this section we describe two approaches for identifying
areas that are currently not represented in the data. For now
we consider identifying potential candidate datapoints that
represent sparse areas in the dataset, we do not consider the
density of data within areas of the dataset. We begin by iden-
tifying sparse areas within and around the current data set,
and then we identify sparse areas from practical use of the
model.

Identifying Areas of Sparsity in the Dataset
We first describe our approach for identifying sparse areas
around and within the state space represented in the existing
dataset. The first approach aims to tackle domains where the
obtained observations are very dependent on time (e.g., the
UTM domain) and as a result the observations are structured
by time. The output of this process is a set of candidate dat-
apoints (i.e., datapoints that we might wish to obtain in the
future).

We first break the plan timelines into m partitions along
the time axis, either uniformly, or using clustering. For each
segment we gather the data points, D1, . . . , Dm. Each of
these sets of n-dimensional (n-D) data is then analysed in
turn. The first step is to create a bounding box to frame the
data. We anticipate that selecting an appropriate shape of
bounding box may focus the data gathering approach, but
for this discussion we will assume the box is an n-D cuboid.
We select a bounding box that extends beyond the max and
min in each dimension of the data by some x%, to provide an
area of exploration beyond the current observed space. We
then aim to identify parts of the space within the bounding
box that are furthest away from data points.

Voronoi diagrams (see Figure 2) divide a space around a
set of datapoints. The diagram identifies a region for each
non-overlapping datapoints, so that for the whole of the re-
gion of a datapoint, p, the datapoint p is the closest of all the



Figure 4: A sequence of Voronoi diagrams for time segments will be created for time segments 1 to m. Using candidate
datapoints as centre points, planning goals are identified with red dotted circles. These form a sequence of targets (indicated
with red dotted lines) for plan generation and subsequent datapoint collection.

datapoints (e.g., see the regions identified around the blue
datapoints in Figure 2). We use an n-D Voronoi diagram to
organise the data points and identify the areas. Notice that
the vertices in the Voronoi diagram (both internal intersec-
tions and where the lines touch the boundary) identify the
points that are locally most distant from datapoints. These
can therefore be used as a set of candidates for creating new
datapoints. The result after analysing each of the datasets
will be a sequence of m Voronoi diagrams (e.g., see Fig-
ure 4). We notice that if the observation sets do not signifi-
cantly vary between different time segments we can collapse
these structures and use a single Voronoi diargam.

Identifying Weakly Supported Processes
A more focused approach is to monitor the refined planning
model as it is used for planning. In particular, we can iden-
tify the processes used during search and determine whether
they are well supported in the dataset. Weakly supported
process instantiations can lead to candidate datapoints, sim-
ilar to above. In this part we consider the extraction of these
datapoints.

During a typical search, a planner will expand a set of
candidate states (e.g., see an example search space in Fig-
ure 3). In proceeding from a state to its successor, the plan-
ning model, including its processes, is used to update the
state. As part of this progression, the planner simulates the
set of applicable processes. It is therefore possible to identify
the process models that are being used during search and im-
portantly it is also possible to observe the state of the world
that they are being applied to. We can therefore build up a
set of process activations during a search (or a collection of
searches), which capture the states that the process is active.
In cases where we are interested in refining the process pre-
condition, in addition to the continuous effect, it might also
be important to capture states where a process is inactive as
negative examples. For now we focus on positive examples.

The entries of the set of process activations can be anal-
ysed to determine the support for the process model in the
dataset. In particular, we can compare the state of their ac-
tivations with the dataset (e.g., using a Vornoi diagram) to
determine if these states are near existing datapoints. These
example activations provide an alternative set of candidate
datapoints.

(:event trigger-goal-i
:precondition
(and

(> (occupancy road1) 9.0)
(< (occupancy road1) 11.0)
(> (greentime light1) 13.0)
(< (greentime light1) 17.0)
(> (occupancy road2) 3.0)
(< (occupancy road2) 5.0)
(> (total-time) segment-i-start)
(< (total-time) segment-i-end)
(not (goal-satisfied-i)))

:effect
(goal-satisfied-i))

Figure 5: An example event for the segment i candidate dat-
apoint, using the partial state sUTM as an example. The con-
dition combines the partial state (in bold), with a constraint
on the time that the event can trigger.

Data Collection
In this section we describe our approach to creating plans
for guiding data collection towards the sparse areas of the
state space. The input is a set of candidate datapoints, and
the first step involves generating a sequence of target states,
with the aim of generating a plan that visits each target in
order. The second step involves generating a PDDL problem
that forces the planner to create a plan that visits the states in
order and the output is a plan for exploring the selected data-
points. We have assumed for the purposes of this section that
the input datapoints are already allocated to a time segment
(i.e., as produced in the first approach above). In cases where
the time segment is not important then it is possible that the
planner could be presented with a set of targets states to visit
(in any order). In future work we will investigate whether it
is computationally simpler (or more complex) to specify the
order that the planner visits the states.

Creating a Sequence of Targets
Our approach involves constructing planning problems with
goals of visiting the sparse areas identified in the previous
section. The intention is that each problem will lead search



through a sequence of such sparse areas, allowing data col-
lection both into and out of the under-represented areas. The
first step is to create a sequence of candidate datapoints that
will form the key structure of the planning problem.

We begin by selecting one of the time segments (1 −m)
and select one of the candidate datapoints from this segment
(e.g., see Di in Figure 4). The selection of a single candidate
datapoint from the selected segment uses a roulette wheel
based approach that biases selection towards the candidates
that are most remote. We then select candidates from the
other segments starting with the neighbours of the selected
segment. We use sampled trajectories between the first seg-
ment and the surrounding segments. The projection of these
trajectories provides a bounding box on the neighbouring
segment, which we use to filter the candidate datapoints.
This step is included to increase the chance of generating
solvable problem instances. Each of these segments is then
extended to their neighbouring segments and so on. Thus a
sequence will be constructed through the m segments (see
the red dotted lines in 4).

Encoding as Constraints in PDDL

Each candidate datapoint determines a partial state and a
time segment. We therefore create a goal of (approximately)
matching the partial state during the time segment and for
functional terms a small margin is allowed. An event is de-
fined for each goal, which includes in its condition both the
time window and the partial state. The effect of the event is
to achieve a goal fact. An example event is presented in Fig-
ure 5, demonstrating the idea using the partial state sUTM .

Where the problem is unsolvable, an iterative relaxing
strategy will be adopted. For example, by randomly remov-
ing constraints for some of the dimensions, or goals for some
of the time segments, and attempting to solve again.

The final step is to execute the plan and gather new data
during execution.

Related Work
Domain modelling is a well known bottleneck for applying
planning in real-world scenarios. Previous work has consid-
ered supporting hand authoring of domain models (Simpson,
Kitchin, and McCluskey 2007; Vaquero et al. 2007), refin-
ing existing models (Lindsay et al. 2020), or acquiring do-
main models from scratch (Cresswell, McCluskey, and West
2009; Cresswell and Gregory 2011). In model refinement,
PDDL+ process models have been refined using tree learn-
ing (Lindsay et al. 2020) and regression analysis (Reba et al.
2020), and in (Ng and Petrick 2019) incremental learning in
model-based reinforcement learning is considered. The aim
of applying domain model acquisition has led to approaches
for acquiring models from noisy data (Mourao et al. 2012),
and more specifically, sequences of images (Asai and Fuku-
naga 2018) and natural language action descriptions (Lind-
say et al. 2017).

We are also interested in investigating connections with
Bayesian optimization and path planning in unknown or par-
tially known environments, e.g., (Stentz 1997). For example,
in a non-stationary environment, such as those considered

in urban traffic management, it might be necessary to dy-
namically construct the model based on the most recent and
relevant data, and use this updated model to replan during
execution.

Conclusion
In this paper we have presented the problem of guiding data
collection towards sparse areas of the state space and we out-
lined a solution based on plan generation. We proposed two
alternative sources for identifying candidate datapoints and
our intention is to consider their combination. Our expecta-
tion is that the approach will be interleaved with model re-
finement episodes and will lead to an iterative improvement
in the domain model’s scope and accuracy. We expect to
consider two data gathering modes, which dictate the type of
data used at this stage. During the initial exploration phase,
we will attempt to fill sparse areas in the data across the fea-
tures (domain propositions and functions). Subsequently, as
a set of promising features are identified (expressions based
on domain elements), data collection will focus on these.
Our first steps are to explore the problem’s connections with
problems from related areas and implement the proposed ap-
proach and test it using a suitable simulator.
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